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Keras was released two years ago, in March 2015. It then proceeded to grow from one user

to one hundred thousand.
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Hundreds of people have contributed to the Keras codebase. Many thousands have

contributed to the community. Keras has enabled new startups, made researchers more

productive, simpli�ed the work�ows of engineers at large companies, and opened up deep

learning to thousands of people with no prior machine learning experience. And we believe

this is just the beginning.

Now we are releasing Keras 2, with a new API (even easier to use!) that brings consistency

with TensorFlow. This is a major step in preparation for the integration of the Keras API in

core TensorFlow.

Many things have changed. This is your quick summary.

TensorFlow integration
Although Keras has supported TensorFlow as a runtime backend since December 2015, the

Keras API had so far been kept separate from the TensorFlow codebase. This is changing:

the Keras API will now become available directly as part of TensorFlow, starting with

TensorFlow 1.2. This is a big step towards making TensorFlow accessible to its next million

users.

Keras is best understood as an API speci�cation, not as a speci�c codebase. In fact, going

fowards there will be two separate implementations of the Keras spec: the internal

TensorFlow one, available as tf.keras, written in pure TensorFlow and deeply compatible

with all TensorFlow functionality, and the external multi-backend one supporting both



Theano and TensorFlow (and likely even more backends in the future).

Similarly, Skymind is implementing part of the Keras spec in Scala as ScalNet, and Keras.js is

implementing part of the Keras API in JavaScript, to be run in the browser. As such, the

Keras API is meant to become the lingua franca of deep learning practitioners, a common

language shared across many different work�ows, independent of the underlying platform.

A uni�ed API convention like Keras helps with code sharing and research reproducibility,

and it allows for larger support communities.
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Writing code is rarely just a private affair between you and your computer. Code is not just

meant for machines; it has human users. It is meant to be read by people, used by other

developers, maintained and built upon. Developers who produce better code, in greater

quantity, when they are kept happy and productive, working with tools they love. Developers

who unfortunately are often being let down by their tools, and left cursing at obscure error

messages, wondering why that stupid library doesn’t do what they thought it would. Our tools

have great potential to cause us pain, especially in a �eld as complex as software engineering.

User experience (UX) should be central in application programming interface (API) design. A

well-designed API, making complicated tasks feel easy, will probably prevent a lot more pain in

this world than a brilliant new design for a bedside lamp ever would. So why does API UX

design so often feel like an afterthought, compared to even furniture design? Why is there a

profound lack of design culture among developers?



Part of it is simply empathic distance. While you’re writing code alone in front of your

computer, future users are a distant thought, an abstract notion. It’s only when you start sitting

down next to your users and watch them struggle with your API that you start to realize that

UX matters. And, let’s face it, most API developers never do that.

Another problem is what I would call “smart engineer syndrome”. Programmers tend to assume

that end users have suf�cient background and context — because themselves do. But in fact,

end users know a tiny fraction of what you know about your own API and its implementation.

Besides, smart engineers tend to overcomplicate what they build, because they can easily

handle complexity. If you aren’t exceptionally bright, or if you are impatient, that fact puts a

hard limit on how complicated your software can be — past a certain level, you simply won’t be

able to get it to work, so you’ll just quit and start over with a cleaner approach. But smart,

patient people? They can just deal with the complexity, and they build increasingly ugly

Frankenstein monsters, that somehow still walk. This results in the worst kind of API.

One last issue is that some developers force themselves to stick with user-hostile tools,

because they perceive the extra dif�culty as a badge of honor, and consider thoughtfully-

designed tools to be “for the n00bs”. This is an attitude I see a lot in the more toxic parts of the

deep learning community, where most things tend to be fashion-driven and super�cial. But

ultimately, this masochistic posturing is self-defeating. In the long run, good design wins,

because it makes its adepts more productive and more impactful, thus spreading faster than



user-hostile undesign. Good design is infectious.

Like most things, API design is not complicated, it just involves following a few basic rules. They

all derive from a founding principle: you should care about your users. All of them. Not just the

smart ones, not just the experts. Keep the user in focus at all times. Yes, including those

befuddled �rst-time users with limited context and little patience. Every design decision

should be made with the user in mind.

Here are my three rules for API design.

1 – Deliberately design end-to-end user work�ows.
Most API developers focus on atomic methods rather than holistic work�ows. They let users

�gure out end-to-end work�ows through evolutionary happenstance, given the basic

primitives they provided. The resulting user experience is often one long chain of hacks that

route around technical constraints that were invisible at the level of individual methods.

To avoid this, start by listing the most common work�ows that your API will be involved in. The

use cases that most people will care about. Actually go through them yourself, and take notes.

Better yet: watch a new user go through them, and identify pain points. Ruthlessly iron out

those pain points. In particular:

Your work�ows should closely map to domain-speci�c notions that users care about. If

you are designing an API for cooking burgers, it should probably feature unsurprising

objects such as “patty”, “cheese”, “bun”, “grill”, etc. And if you are designing a deep learning

API, then your core data structures and their methods should closely map to the concepts

used by people familiar with the �eld: models/networks, layers, activations, optimizers,

losses, epochs, etc.

Ideally, no API element should deal with implementation details. You do not want the

average user to deal with “primary_frame_fn”, “defaultGradeLevel”, “graph_hook”,

“shardedVariableFactory”, or “hash_scope”, because these are not concepts from the

underlying problem domain, they are highly speci�c concepts that come from your internal

implementation choices.

Deliberately design the user onboarding process. How are complete newcomers going to

�nd out the best way to solve their use case with your tool? Have an answer ready. Make



sure your onboarding material closely maps to what your users care about: don’t teach

newcomers how your API is implemented, teach them how they can use it to solve their own

problems.
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In this tutorial, we will answer some common questions about autoencoders, and we will

cover code examples of the following models:

a simple autoencoder based on a fully-connected layer

a sparse autoencoder

a deep fully-connected autoencoder

a deep convolutional autoencoder

an image denoising model

a sequence-to-sequence autoencoder

a variational autoencoder

Note: all code examples have been updated to the Keras 2.0 API on March 14, 2017. You

will need Keras version 2.0.0 or higher to run them.

What are autoencoders?



“Autoencoding” is a data compression algorithm where the compression and

decompression functions are 1) data-speci�c, 2) lossy, and 3) learned automatically from

examples rather than engineered by a human. Additionally, in almost all contexts where the

term “autoencoder” is used, the compression and decompression functions are

implemented with neural networks.

1) Autoencoders are data-speci�c, which means that they will only be able to compress data

similar to what they have been trained on. This is different from, say, the MPEG-2 Audio

Layer III (MP3) compression algorithm, which only holds assumptions about “sound” in

general, but not about speci�c types of sounds. An autoencoder trained on pictures of faces

would do a rather poor job of compressing pictures of trees, because the features it would

learn would be face-speci�c.

2) Autoencoders are lossy, which means that the decompressed outputs will be degraded

compared to the original inputs (similar to MP3 or JPEG compression). This differs from

lossless arithmetic compression.

3) Autoencoders are learned automatically from data examples, which is a useful property:

it means that it is easy to train specialized instances of the algorithm that will perform well

on a speci�c type of input. It doesn’t require any new engineering, just appropriate training

data.

To build an autoencoder, you need three things: an encoding function, a decoding function,

and a distance function between the amount of information loss between the compressed

representation of your data and the decompressed representation (i.e. a “loss” function).

The encoder and decoder will be chosen to be parametric functions (typically neural

networks), and to be differentiable with respect to the distance function, so the parameters



of the encoding/decoding functions can be optimize to minimize the reconstruction loss,

using Stochastic Gradient Descent. It’s simple! And you don’t even need to understand any

of these words to start using autoencoders in practice.
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